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Abstract—Software developers often use logs to, e.g., inves-
tigate bugs, familiarize themselves with the underlying system,
or improve performance. To do so, they commonly rely on text
editors or their own scripts. This lack of appropriate tooling
remains a primary challenge in the industrial application of log
analysis (state-of-the-practice), despite many tools and techniques
proposed by previous scientific studies (state-of-the-art). To aid
in bridging this gap between industry and academia, between
state-of-the-practice and state-of-the-art, we zoom in on the ways
developers perform log analysis.

In particular, we conduct an exploratory case study to under-
stand what structures developers identify in logs and how they
utilize their knowledge in this process. Based on the results of
the case study, we identify two classes of features, one related
to encoding domain knowledge and another one related to
sharing domain knowledge. We implement two features from the
first class in an open-source log analysis platform designed in
collaboration with our industrial partner. To evaluate the impact
of the implemented features on log analysis, we conduct a user
evaluation with software developers from our industrial partner.
During this evaluation developers complete several tasks using
the features and complete a usability questionnaire. Results show
that users are able to encode their domain knowledge about
the logs during their analysis. Furthermore, we observe that
participants value highly ease of use and indicate an interest
in using the features in their current practice. This sentiment
is reflected in the resulting scores of the usability questionnaire,
indicating above-average usability.

Our findings pave the way to bridge the gap between academia
and industry and facilitate the application of advanced log
analysis approaches in industry.

Index Terms—Log Analysis, Event Logging, Industry Domain,
Software Logs

I. INTRODUCTION

Software logs are commonly used by software developers
for multiple purposes including problem localization, per-
formance improvement, and familiarizing with the existing
software [1]. Not surprisingly, logs have been the subject
of intensive investigation in research literature [2]–[7] and
multiple tools and methodologies have been proposed to
analyze and visualize logs [8]–[15].

Less attention has been dedicated to understanding the
existent log analysis practices of software developers, with
several notable exceptions [1], [16]–[18]. These studies have
considered types and formats of logs, purposes, scenarios and
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information needs, as well as tools used and expected when
analyzing logs. Despite different research methods employed
(e.g., survey [17] vs. interview study [1]), differences in orga-
nizations (e.g., Microsoft [17] vs. five Dutch companies [1]),
types of logs considered, and purposes of the analysis, the
studies identify the lack of appropriate tooling as a primary
challenge in industrial application of log analysis. The gap
between industry and academia is perceived as huge [17].

Taking this as a starting point of our research, we have
zoomed in on the process that developers adhere to when
analyzing logs. Understanding existing practices can help to
design the next generation of tools aimed at narrowing the
gap between industry and academia. For example, previous
studies have shown that experienced developers adopt a top-
down approach to deal with large volumes of log data [1], [19].
This approach begins by identifying components of interest
and investigating their behaviors and interactions. To do so,
developers take advantage of their knowledge about the system
being logged and about the logs themselves. This domain
knowledge comes in several kinds. One such kind is knowledge
about key events, given the purpose of the log analysis activity.
For example, when this purpose is fault analysis [1], the
engineer needs to know which log entries may indicate the
occurrence of a fault. Most tools support this by allowing the
definition of search filters and rules for color highlighting [20],
[21]. Another kind of knowledge is one about system states,
which allows engineers to reason about the state of the system
as it evolves under the events that happen as recorded in
a log [8], [22]. There is much less tool support for such
reasoning; we are only aware of a plugin to Trace Compass1

described by Wininger et al. [8]. The third kind of knowledge
helps engineers to distinguish important patterns or intervals of
events in logs, which we will collectively refer to as structures.
Current tools [9], [11], [15] do not support this approach well
or require significant effort to setup or use: e.g., the tools
may require developers to learn Domain Specific Languages
(DSLs) in order to write specifications and configurations [8],
[10], [11].

The goal of this work is to explore what structures
developers identify during log analysis, and to investigate
what tool features can support the use of domain knowl-
edge about these structures. More specifically, we pose the
following research questions:

1https://projects.eclipse.org/projects/tools.tracecompass



RQ1: What structures do developers identify?
RQ2: How do developers utilize their knowledge of these
structures during log analysis?
RQ3: What tool features can support the use of this
knowledge during interactive analysis of event logs?
RQ4: How do these tool features impact log analysis?

II. METHODOLOGY

A. Case Study

To address our research questions, we conducted an ex-
ploratory case study [23] at the Philips Image-Guided Therapy
Systems (IGTS), a leading company providing software and
services for interventional imaging systems and smart devices
in healthcare. Since Philips IGTS has been involved in log
analysis studies in the past, we believe that it provides a
suitable context for our investigation.

One might wonder why an exploratory case study would
be needed given previous research on log analysis. While
previous studies have investigated the exploitation of patterns,
intervals, and similar concepts in log analysis, many such stud-
ies focus on techniques for automatic pattern detection [24],
[25] requiring a certain quality or format of software logs [11],
or alternatively, instrumentation of the system [26]. Both of
these requirements can hinder the application of tools in an
industrial setting. Standardizing and improving log quality
can be challenging [1], [27], [28], as developer teams in
Philips IGTS generally work with logs of various types and
formats, whereas the instrumentation of large systems can be
too laborious. Other tools focus on the analysis of collections
of logs [9], [12], [13]. These tools can be used to provide
valuable insights for the collection, but are not applicable for
the in-depth, interactive analysis of a single log. Such an in-
depth analysis is commonly performed by software engineers
at Philips IGTS.

To address RQ1 and RQ2 we conducted an exploratory
interview study. The interview transcripts were analyzed using
open and categorical coding inspired by Glaserian grounded
theory [29]. Based on the analysis of the transcripts, we
identified and implemented two features supporting the ways
developers use knowledge about structures when analyzing
logs (RQ3). We evaluated these features with developers from
Philips IGTS to answer RQ4 (see Figure 1).

B. Background: Event logs and Functional Traces at Philips
IGTS

At Philips IGTS two types of software logs are distin-
guished: “event logs” and “functional traces”. Event logs
contain high-level information about an entire (sub)system,
while functional traces comprise low-level information (e.g.,
function calls) about a single component (e.g., a class). While
event logs are standardized, the format and contents of func-
tional traces tend to vary from one team to another.

We consider a log to be a sequence of events. Each event
is a record of an action that occurred during the runtime of
the system being logged, and consists of a number of fields
(e.g., message, location), the first of which is a timestamp.

There can be other fields, which are assumed to be the same
for all events: e.g., the category of the event, the location of
the logging statement that produced the event, and a message.
This abstraction captures both event logs and functional traces
at Philips IGTS, as well as almost all other software logs
we encountered. Such logs can be stored in a variety of file
formats [24]. In the following sections we refer to both event
logs and functional traces as logs for the sake of brevity and
distinguish explicitly between them only if necessary.

C. Interviews (RQ1–RQ2)

We conducted semi-structured interviews [30] as they al-
low the collection of in-depth and nuanced data from the
participants’ viewpoints [30], [31]. The interview study was
approved by the Eindhoven University of Technology Ethical
Review Board2 and agreed to by Philips IGTS.

1) Interview guide design: The interview guide, i.e, the
collection of questions and topics discussed with interviewees,
was designed by the first author and reviewed by the second
and third authors. We followed the ethical guidelines by
Strandberg [32].

We avoided using the word “structure” in the interview
guide, unlike in the research questions, to prevent biasing the
participants. As the aim of the study was exploratory, instead,
we decided to focus questions on two aspects of log analysis:
the information used during the analysis, and the analysis
workflow. By understanding which fields (e.g., timestamps,
textual description) are most valuable to participants, and
what actions are performed, we could observe to what degree
and how developers utilize their domain knowledge about
structures. However, if unprompted an interviewee mentioned
“structure” or related terms such as “pattern” or “interval”, we
posed follow-up questions by using the mentioned term.

We conducted a pilot interview with a software engineer
which took 50 minutes. This interview resulted in the removal
of one question, as we deemed it was too difficult to answer.
The final interview guide is shown in Table I.

2) Participants: In order to select the participants, we opt
for convenience sampling [33]. Since we did not a priori know
which employees at Philips IGTS work with event logs and
traces, we asked a representative of Philips IGTS manage-
ment to provide us with a list of names of such employees
occupying different positions at multiple departments. The list
contained twenty-three names. Because our study was inspired
by grounded theory [29], we apply theoretical sampling [34],
i.e., starting from the list, we approach interviewees iteratively,
based on gaps in the theory which in turn, is based on the
previous interviews. Each participant was contacted via an
introductory email including a brief description of the research
project and a call to action: a link to a form containing a quick
way to indicate interest in participating in a interview, as well
as more detailed information about the data collection and
analysis procedure, and a written consent form.

2ERB approval ERB2023MCS9
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Table I: Interview guide.

Background questions
1. What is your job title?
2. What kind of systems is your unit responsible for?
3. What is your role and responsibility within your team?
Questions about logs and traces (RQ1, RQ2)
4. For what purpose do you use event logs and traces?
5. How many different types of event logs do you work with?
6. How many different types of traces do you work with?
7. What is the difference between the logs and the traces?
8. What information within the logs is most relevant for your purposes?
9. What information within the traces is most relevant for your purposes?
10. How often do you analyze logs for your purposes?
11. How often do you analyze traces for your purposes?
Questions about workflow (RQ3)
12. Can you describe your workflow when analyzing a log for X (i.e.,
purposes mentioned by the participant)?
13. What challenges do you face when analyzing logs?
14. How do you cope with these challenges?
15. Can you describe your workflow when analyzing a trace for X?
16. What challenges do you face when analyzing traces?
17. How do you cope with these challenges?
Ending
18. Having discussed some topics about log and trace analysis, would you
like to add some thoughts?
19. How many years of experience do you have as a X (i.e., job title)?
20. What is your educational background?
21. Do you have any questions?

3) Coding: Each interview transcript was edited to re-
move repeated words and interjections as well as to correct
transcription errors before performing member checking [35]
i.e., requesting interviewees’ feedback on the transcripts. Only
two of the participants provided modifications to the original
transcripts. Both included additional clarifications. We did not
obtain responses from the other participants.

Each transcript was anonymized and coded [36] using the
qualitative data analysis software ATLAS.ti3.

The coding was done in three steps. Initially, we performed
open coding by employing a combination of in-vivo and
constructed codes [36]. We opted for in-vivo codes as our
interest lay in the experiences of the participants and in-vivo
codes are used in studies which “prioritize the participant’s
voice” [36]. When participants gave verbose explanations we

3https://atlasti.com/

used constructed codes instead, to keep codes concise.
Emerging codes were compared and refined. Then codes

were grouped into categories. Finally, the categories were
organized into themes motivated by the research questions.

After coding each transcript we recorded the changes to
the codebook—the collection of our codes [31]. The codes
and categories obtained after each interview provided us with
an indication of whether theoretical saturation, the point at
which no new findings emerge [37], was achieved. We did
not have an a priori definition of saturation. Therefore, we
used a stopping criteria inspired by the one described by van
Breukelen et al. [38], in a study that employed interviews
in a similar fashion. Our stopping criteria consisted of two
additional interviews, and a 95% threshold, meaning that at
any point, if the last two interviews had introduced 5% or less
to the total number of codes, saturation would be reached.

D. Tool Building and Evaluation (RQ3-RQ4)

We grouped observations from the interview findings about
the purpose, workflow and challenges into classes of features
supporting the use of structures during log analysis (RQ3). We
then prioritized them to decide which features to implement.

We opted for an iterative approach to both implementation
and evaluation, implementing one feature and evaluating its
performance before moving on to the next one. This approach
was chosen to gather early feedback from developers, par-
ticularly considering the limited adoption of dedicated log
analysis tools in the industry as previously observed [1], [17].
Furthermore, we integrated formative usability testing into this
iterative process to ensure that usability issues were identified
and addressed promptly, thereby enhancing the overall user
satisfaction of our approach.

1) Participants: For the evaluation of the first feature
we involved developers from the list of employees initially
composed for the interview study (Section II-C2). The number
of participants was not determined in advance, rather it was
based on the results of the evaluation sessions as well as
participant availability. We chose to include developers whom
we had not interviewed to avoid confirmation bias [39].

We conducted an individual session with each participant,
consisting of four parts. First, we explained the evaluation



procedure, also mentioned in the invitation to the session, and
obtained the participant’s written consent. Then, we gave a
short demo of the evaluated feature, followed by an opportu-
nity for the participant to pose questions. Next, the participant
completed a series of tasks using the feature while thinking
aloud [28]. We recorded the display on which the participant
used the features and the voice of the participant. We reviewed
the recordings after the session to better understand and
document the participant’s experiences. Then, they filled in
a short questionnaire (Section II-D3) regarding the usability
of the feature. Finally, we provided the participant with an
opportunity to give feedback and pose further questions.

2) Tasks: Each participant had to complete several “warm-
up” tasks followed by two evaluation tasks (M1 & M2),
presented below. The “warm-up” tasks involved performing all
possible actions of the evaluated feature. As the participants
had no prior experience with that feature, with these tasks,
we aimed to help the participants familiarize themselves with
the feature and be able to fully use it during the evaluation
tasks, and ensure that the participants understood the term
“structure”, which is explicitly mentioned in the evaluation
tasks. This strategy was inspired by the warm-up questions
used by Franz et al. [40] to shed light on the mental model of
participants in a usability test. With the evaluation tasks, we
strived to examine the benefits and disadvantages of using the
feature to understand and fix a bug when analyzing logs. To
ensure that the evaluation feels as realistic as possible we asked
the participants to provide a log file (event log or functional
trace) they recently analyzed to find a bug, that contained
information for locating and fixing the bug. Below we present
the evaluation tasks.

M1: Try to define a structure that can help you navigate
to the entry showing the source of the bug.
M2: Try to define a structure that captures entries reoc-
curring multiple times that are irrelevant to the current
investigation.

3) Questionnaire: To improve the objectivity, reliability,
replicability and communication of our evaluation results we
used a standardized questionnaire [41]. As the evaluations
were conducted iteratively with the implementation work, we
opted for a post-task questionnaire as opposed to a post-study
one. In particular, we employed the Software Usability Scale
(SUS) questionnaire [42]. SUS consists of ten statements for
each of which participants must indicate the extent of their
(dis)agreement. To express their opinion, participants select
an option out of a five-point Likert scale [43]. We adapted
the original SUS statements to fit better our context, by
substituting the word “system” with “functionality”. Table II
presents the adapted version of the questionnaire.

To alleviate the risk of acquiescence bias [44], the odd SUS
statements are phrased positively (e.g., “I felt very confident
using the system.”), while the even ones—negatively (e.g.,
“I found the system unnecessarily complex”) and, hence, are
reverse scored. The questionnaire produces a score ranging
between zero and a hundred. Lewis et al. [45] benchmark
SUS scores obtained from different studies. Based on that

Table II: SUS questionnaire, adapted from Brooke [42].

1. I think that I would like to use this functionality frequently.
2. I found the functionality unnecessarily complex.
3. I thought the functionality is easy to use.
4. I think that I would need the support of a technical person to be able
to use this functionality.
5. I found the various functions in this functionality were well integrated.
6. I thought there was too much inconsistency in this functionality.
7. I would imagine that most people would learn to use this
functionality very quickly.
8. I found the functionality very cumbersome to use.
9. I felt very confident using the functionality.
10. I needed to learn a lot of things before I could get going with this
functionality.

benchmark the average score across studies is 68 (average
usability) while a score above 80 indicates high usability.
Furthermore, Tullis and Albert show a significant positive
correlation between SUS scores and Net Promoter Score, a
metric of customer loyalty [46].

E. Data availability

To adhere to the written consent forms of our participants
and the approval of the Philips IGTS and Institutional Review
Board we do not share the interview transcripts, the final AT-
LAS.ti codebook, and the log files used during the evaluations.
The implementation of our tool is available in our GitHub
repository.4

III. INTERVIEW RESULTS

We interviewed eight participants, at which point theoretical
saturation was reached. Background information on the eight
participants can be found in Table III.

A. General findings

1) Log usage: While participants gave various reasons for
analysing logs (Table IV), the most cited purpose was to
investigate software faults, referred to as “issues”. Functional
traces are predominantly used when investigating internally
reported faults because generally they contain more details.
When a fault is reported externally, however, traces are not
always available. In such cases developers analyze event logs
instead. Information of event logs and traces might overlap.

2) Challenges: Table V presents the challenges that par-
ticipants face when analysing logs. The voluminous amount
of logs, an established problem for engineers [1], [17], is
the most prevalent challenge for the interviewees. While the
participants do not have an efficient way to overcome this
challenge, to cope with it they rely on their experience and
knowledge, but most notably, they “just spend more time”
on the analysis. This coping strategy was also mentioned for
the analysis of unfamiliar logs, the second most mentioned
challenge (Table V).

4https://github.com/TNO/vscode-tracy



Table III: Interviewees (N=8)

Department ID Participant ID Educational Background Position Years of Experience

1
P1 Undergraduate degree in Computer Science Software Developer 22
P2 Undergraduate degree in Computer Science Product Owner 18
P3 Undergraduate degree in Computer Science Software Developer 6

2 P4 Graduate degree in Computer Science Software Developer 2
P5 Undergraduate degree in Computer Science Senior Software Developer 20

3 P6 Graduate degree in Other Science Subjects (e.g., physics) System engineer 6
P7 Graduate degree in Other Science Subjects (e.g., physics) Chief engineer 42

4 P8 Graduate degree in Computer Science Software Designer 22

Table IV: Purposes for analysing logs

Purpose of analysing event log Number of Participants
Investigate externally reported issue 7
Investigate internally reported issue 2
Software comprehension 2
Obtain information about customer use 1
Performance verification 1
Purpose of analysing functional trace
Investigate internally reported issue 7
Source code development 3

Table V: Challenges when analysing logs (both event logs and
functional traces)

Challenges Number of Participants
Too many logs 6
Difficulty analysing unfamiliar logs 5
Missing logs 4
Difficulty comparing logs 3
Log changes/evolution 2
Quality of log statements 1
Obtaining logs 1

B. Structures identified by participants (RQ1)

Some participants have extensive experience with a specific
part of the code base and are aware of most of the processes
and the information logged during their execution. They are
conscious of an implicit high-level structure present in the log.
The recognition of such a high-level structure is beneficial for
developers when navigating the file and establishing the scope
of a fault investigation: “There is a structure. It’s a logical
flow, so you get structure and you will recognize it after a while
that some parts aren’t interesting [during investigation].” (P1).
Another type of structure which we observed more frequently
was a sequence of entries logged during the execution of
a particular process, commonly referred to as a flow or a
sequence by the interviewees. While both event logs and
traces can consist of thousands of such sequences of entries,
developers are aware of specific structures, the knowledge of
which they utilize when analyzing event logs and traces: “The
flow will always be the same across processes, except if there’s
an issue. You can really use that flow...” (P3).

Recall, that in order not to bias the interviewees we did
not provide a definition of a structure up front. Rather, based
on the interviews, a definition of a structure has emerged: a
structure is a sequence of (partial) log entries, relevant to the
objective of the log analysis (e.g., fault finding), that can occur
multiple times in a log (i.e., a multi-event pattern).

C. Utilizing knowledge of structures (RQ2)

The knowledge of structures summarized in Section III-B
is reported to be beneficial in several ways.

1) Defining an investigation scope using structures: Many
interviewees use event logs as a starting point in their investi-
gation. In the event log they localize the problematic compo-
nent, generally employing simple strategies such as referring
to a timestamp or performing a quick keyword search. Then
they thoroughly analyze the traces of that component: “If you
really have to know the details, then you have to look at the
trace files” (P1). This top-down approach concurs with the
findings in a study by Yang et al. [1].

As a result, engineers struggle to navigate through large
amounts of information irrelevant to the particular case:
“...also that’s one of the problems. We have just too much
tracing and even for some process we are not actively de-
veloping anymore so we don’t want to remove them” (P4).
Hence, finding the point of failure is a challenge: “If you have
a clear tracing and a good tracing and you can find your
way quickly and you can have it, for example, in an hour you
have a decision, but sometimes it takes days to go through
the tracing, going back to the code, checking again, asking
precisely [about] this scenario, when it happens” (P5). To
cope with this challenge engineers utilize their knowledge of
a structure: “use the flow of the trace because you know at
certain steps, this and this should happen and so on.” (P3).
Thus, they are able to restrict the scope of their investigation
to certain files or certain parts of the files.

2) Building stories using structures: A large amount of
the knowledge about the logged entries lives in the minds of
the developers [47]. This knowledge lets them pinpoint which
entries could be relevant to an investigation and should be
further inspected. Developers actively seek ways to separate
these relevant entries from the rest. By doing so they are able
to build stories and form mental models of what occurred in
the software that produced the log: “then I can also filter on
that interface because I know I’m investigating some problem
with it. Then I can also see the interface calls which are
happening only for that interface... then you can easily form
that mental model from the traces. For example, first, it was in
moving and then it went to stopped. Then whether the position
was reached or not, all that information.” (P5). While in some
cases separation of the relevant entries from the irrelevant ones
can be achieved by a keyword search, in others, the contents
of the relevant entries are heterogeneous and cannot be simply



searched for. In such cases, the participants often heavily rely
on the availability of dedicated tooling.

Engineers who do not have access to, or choose not to use
dedicated tooling develop different strategies such as manually
inserting bookmarks in the files and then searching for those
bookmarks: “Yeah, let’s say if it is heterogeneous, right? If it
is, if I’m only looking at “ABC”, then I can simply search
for that. But let’s say if it is a combination of “ABC” with
something else. Then I cannot find that. Then I can actually
add my initials to those lines. This one [entry] I need from
“ABD”. And OK, I need something else, some other function,
I need to add from something. I’ll just mark this [entry] and
then I only get that list [containing all the marked entries].”
(P5). Another common strategy is to open several instances of
the same file in a text editor, focused on different entries: “you
can imagine one is at the top of the file and the second one I’m
interested is at the bottom. Sometimes I also put two files next
to each other because that’s the old trick. Then I can see this
process put next to each other” (P5). Such strategies, however,
require several manual steps (e.g., opening files, scrolling to
specific parts) and can be inconvenient: “...this is still very
cumbersome, but these are all the tricks we have to do” (P5).

Participants who have access to tooling rely on the use of
features that let them pin entries which can then be seen in a
separate view or filtering features that let them define custom
filters on the fields of the entries: “So you can really pin and if
I pin this again, so you can you can build a story from here”
(P3), “so to categorize them I can right here . . . filter the
steps of the happy flow” (P4). However, many of these tools
are self-made and contain many hard-coded parameters which
limit their use to a single participant or a team of engineers.

With or without tools, developers generally constrict the
scope of their investigation to multiple logged entries which
describe actions the system took when a fault occurred:
“...maybe max ten in worst case. Otherwise, if I’m pinning
many entries then it doesn’t make sense.” (P4), “...it usually
this is four max, maybe five [entries]” (P5). We consider these
entries to be representative of a structure.

3) Comparison of logs through structures: Some software
faults occur intermittently: “The system behaves OK and at
certain time the issue may happen, or it may not happen, and
sometimes you have a very intermittent issue which happens
once in a thousand times” (P8). Such bugs cannot be easily
reproduced, which is why developers generally use another
approach: “Mostly when we have an intermittent issue, for
example, you will compare the good or the right tracing, and
the tracing when it [the issue] happens.” (P8). By comparing
a log produced during the occurrence of an (intermittent)
fault with a log of the normal execution, developers expect
to find the origin of the fault. However, performing such
a comparison is not trivial as not all differences (between
two logs describing different executions of the same system
or component) result from faulty behavior. For example,
timestamps and thread/process identifiers will differ, and so
will the order of entries due to concurrency in the software.
Therefore, a common way used to perform this comparison

is to open the logs side-by-side and look for differences and
anchor points (i.e., entries by which to align the contents of the
logs). Engineers utilize their knowledge of specific structures
by implicitly using the structures as anchor points.

RQ1 & RQ2: A structure is a sequence of (partial) log
entries, relevant to the objective of the log analysis (e.g.,
fault finding), that can occur multiple times in a log (i.e., a
multi-event pattern). We observed two types of structures
that experienced engineers use when analyzing logs: a high-
level structure of a log, and a process-specific sequence of
entries. The knowledge of high-level structure of a log is
used by engineers to constrict the scope of a bug investiga-
tion. Process-specific sequences of entries are often referred
to as a “flow” of a process or a “sequence”. The knowledge
of process specifics is more prevalent than that of high-level
structures. Engineers often rely on both types of knowledge
when investigating bugs, to avoid investigating irrelevant
entries, forming mental models, and comparing logs.

IV. DESIGN OF FEATURES (RQ3)

A. Classes of features

Given the results from the interviews, we decided to focus
on two classes of tool features.

1) Features for encoding domain knowledge during analy-
sis: Although developers utilize their awareness of structures
intuitively during analysis, they lack tooling with which to
use this knowledge explicitly. We believe that a feature that
enables engineers to define structures relevant to the analysis,
and highlights their presence or lack thereof may be advanta-
geous to developers. Such a feature could possibly address a
commonly mentioned challenge of log analysis: it can reduce
the amounts of log entries to be checked by highlighting
relevant entries among all the irrelevant ones, also referred
to as “noise” by engineers: “[the challenge is] finding those
right ones [logged entries] and you can get to them as soon
as possible then you’re already there. All the rest is noise...”
(P4). Flexibility is an important aspect of such a tool so that
engineers are able to define various structures. Structures could
vary in number of entries as well as specific entry fields. For
example, if a specific structure reoccurs multiple times in a log,
the timestamps of the entries in the structure will be different.
Therefore, the timestamp field is not relevant to the structure.

2) Features for sharing domain knowledge: As software
constantly evolves, engineers may have to work with systems
and components with which they are not familiar. In such cases
they struggle with analyzing logs due to lack of knowledge
of the source code and the logged information: “Yeah, it
depends on the experience, it depends on which part or which
component, which part of the code. For example, I’m working
for a long time now with some code which I never touched,
and I don’t know what should be the sequence there and
what would basically help me.” (P8), “That’s for me the main
challenge. Finding, analyzing the logging, getting the flow
right in an unknown unit ...you have to build up the knowledge
and that building that knowledge is for me the main challenge



when starting.” (P3). Thus, a feature providing a way to share
domain knowledge of structures could alleviate this challenge.
Furthermore, such a feature could improve collaboration as
currently engineers often resort to copying and pasting text
and taking screenshots when collaborating on investigations.

RQ3 Summary: We identify two classes of features to
support the use of the structure-related knowledge during
log analysis. First, features enabling engineers to define
structures relevant to their analysis and to highlight these
structures in the log. Second, features facilitating the
sharing of such knowledge between engineers to support
both analysis conducted by inexperienced engineers, and
collaboration.

B. Concrete features

Based on the previous analysis we implemented two fea-
tures for defining structures. We named the features Structure
Matching and Wildcards.

1) Structure Matching: As described in Section III-B,
experienced Philips IGTS developers recognize the flow of
processes in files they analyze during a bug investigation.
However, due to a lack of tooling often they do not benefit to
the fullest from this knowledge. To address this challenge, we
implement a feature enabling developers to specify a structure
of one or more log entries and be able to view and traverse
the occurrences of this structure in the entire log.

When using Structure Matching, engineers first create a
structure definition by selecting one or more entries in the
log. An example of a simple structure definition could be
one containing two entries––one signifying the beginning of
a process, and one recording a timeout occurring while the
process is running. Figure 2 presents this example structure
definition. While this definition consists of the two entries in a
sequential order, in the occurrence of a structure in a log, these
entries may be separated by others due to the concurrent nature
of logs. Furthermore, when defining the structure, specific
fields could be excluded from the entries in the structure
definition. Considering the example structure definition, in a
log there might be several occurrences of that structure when
the process was executed more than once. To be able to match
all the occurrences, fields such as timestamp and thread id of
the two entries in the definition need to be ignored as they
may be different in each occurrence. Therefore, the definition
will consist of the two entries and all their fields, excluding
the timestamp and thread id. In Figure 2 the ignored fields are
grayed out with a striped pattern.

Figure 3 presents another example of a structure consisting
of two events—one containing the message “createSched-
ule” and the second containing the message “plannerReg-
ular timeout”. In Figure 3A, the user has clicked on both
entries of interest in the log, highlighting them in blue. After
the selection, a button can be pressed to create the structure
definition visible in Figure 3B, in a panel below the log.
In this panel, users can change the definition by indicating
fields to be excluded, use wildcards to exclude parts of fields
of entries (e.g., IDs), and constrain the distance between the

entries in occurrences (e.g., show only occurrences in which
the entries in the structure definition occur right after each
other). The user can then search for structure occurrences,
resulting in two visual changes visible in Figure 3C. First, all
occurrences will be highlighted. The first one is highlighted in
a brighter shade of green. Second, next to the search button,
the user will see the number of occurrences and be able to
navigate through them using the arrows pointing up and down.
While navigating through the occurrences, the highlighting
will change to highlight the relevant occurrence (e.g., first,
second). Figure 3D shows the first four occurrences with the
first occurrence being highlighted.

We envision two use cases for Structure Matching. In the
first use case, the user specifies a structure relevant to a specific
bug investigation and can focus on these entries. In the second
use case, the user specifies a structure containing irrelevant
entries also referred to as “noise” by our interview partici-
pants. These entries could then be excluded by combining the
Structure Matching with another functionality allowing users
to expand and collapse segments of the log. The first use case
may seem more intuitive, but the second use case may offer
equal value to users because in general developers are able to
recognize single entries or entire parts of the log which are of
no value to a case (Section III-B).

2) Wildcards: After evaluating the Structure Matching fea-
ture (Section V-A), we opted to improve it by introducing
Wildcards. Wildcards allow users to abstract away business
data and technical data, both commonly found in various fields
of logged entries from the structure definition. While other
works also allow the abstraction of certain values [8], [9],
[12], [15] often these abstractions need to be specified by
users in separate views [8], [9], [15] or written as rules and
specifications [8], [10], [11], [15]. Conversely, our approach is
inspired by the simple operations of copying and pasting text
through the use of a context menu often referred to as a “right-
click menu”. These operations are simple and commonly used
within text editing software. Therefore, we believe that this
approach would feel intuitive to users. To use wildcards, users
can easily select the values that need to be abstracted away
from the structure entries and create (or remove) wildcards
through a context menu. We chose to use the question mark
as a symbol of a wildcard, followed by a number to distinguish
between different wildcards (e.g., first wildcard represented by
”?1”). In Figure 4, before using a wildcard, structure matching
found only occurrences in which the location field contained
the specific file and line of code (i.e., “entry.cpp:367”). After
applying a wildcard over the line of code, structure matching
found all occurrences containing an event originating from the
same file (i.e., “entry.cpp”), regardless of the line of code.

C. Implementation
1) Choice of implementation platform: To implement the

features resulting from our answer to RQ3 we chose Tracy.5

Tracy is a Visual Studio Code6 extension that has been set

5https://github.com/TNO/vscode-tracy
6https://code.visualstudio.com/



Fig. 2: An example definition of a structure.

up specifically to experiment with novel approaches to log
analysis, which makes it a suitable choice for this study.
Also, Tracy development began during a prior collaboration
between Philips IGTS and TNO-ESI, and, hence, Philips IGTS
engineers were already familiar with it. Since Tracy is open-
source software, the features that we implement are also
available for software developers outside of Philips IGTS.

2) GUI design: We focus on the ease of use of the features
and adhere to the “Eight golden rules of interface design” by
Shneiderman et al. [48], while striving to create a simple and
intuitive interface.

To keep the GUI as simple as possible, we decided to
use colors and highlighting as a way to both visualize the
selection of entries prior to the matching, and the visualize
the results of the matching. We decided to use colors which
can be easily distinguished from the background colors in
Tracy (and Visual Studio Code). We chose one blue color for
highlighting the selected entries (Figure 3A), and two green
colors for the matched entries (Figure 3D). Furthermore, we
prioritized colors which can be seen by people with color
blindness, in order to improve the user-friendliness of the
GUI. To confirm that choice of colors is fitting we followed
the principles of generating accessible images proposed by
Katsnelson [49] such as checking the visuals in greyscale and
using a simulator, the coolors web application7.

V. EVALUATION (RQ4)
A. Structure Matching

For the evaluation of the structure matching, we conducted
evaluation sessions with three participants—E1, E2, E3, from
different teams within Philips IGTS. After the third session,
we chose to continue with another implementation round based
on several observations described below. All three participants
were aware of Tracy, its GUI, and other features available at
the time, because of a demo of the platform, given to engineers
from multiple teams at Philips IGTS, several months prior to
the evaluation sessions.

To lessen the risk of receiving socially acceptable answers
from the participants, known as social desirability bias [50],
we did not reveal to the participants that we were the devel-
opers of the feature being evaluated. Instead, we stated that
our goal is to evaluate novel features of Tracy. This approach
was not feasible with the first participant due to their prior
knowledge.

All participants were able to successfully complete the tasks
(Section II-D2). During task M1, all participants were able

7https://coolors.co/ffffff

to use structure matching to reach entries that displayed the
presence of the relevant bug. The origin of the bug was visible
in an occurrence of the structure defined by E3. The origin of
the bug was not present in the files provided by E1 and E2.
Both participants reached an entry showing the presence of
a bug in a different component and needed to continue the
analysis in logs that they had not provided for the evalua-
tion. Regardless, we consider this a successful completion of
the task as both E1 and E2 reached the boundaries of the
components for which they were responsible. Interestingly,
after receiving the first warm-up task, all participants began
defining structures relevant to their specific bug. We were
surprised to see participants defining a structure relevant to
their investigations immediately, as we had not previously ex-
plained the concept of a structure or provided any descriptions
of the feature, apart from the demo given at the beginning
of the evaluation. Additionally, all participants were able to
combine the structure matching feature with the text-searching
functionality in Tracy. They did so by searching for keywords
they knew were contained in entries that they wanted to use
in a structure. As a result, all participants were able to quickly
define structures for completing task M1.

Possible improvements. All participants expressed the need
to abstract away business and technical data from the fields.
This need became apparent during the completion of task M2.
While the structures defined by E2 and E3 resulted in 100–
200 matches, the one defined by E1 produced only 13 matches.
In all cases, the participants expected more matches. Closer
inspection revealed that matches were missed due to presence
of business and technical data that had to be “ignored”. We
believe that the difference in number of matches between the
structures defined by E1 and those of the others was also
caused by the presence of such data in the majority of the
events in the log file used by E1.

During the evaluations, participants created structure defi-
nitions consisting mainly of two or three log entries. E1 and
E3 attempted to define a structure with four log entries. In
the case of E1, the existence of the investigated bug was
visible in the resulting matches. In the case of E3, the initial
matches contained several hundred log entries and required
extensive scrolling to fully view. Therefore, the participant
increased the number of entries in the structure definition
to constrict the size of the resulting matches. Nevertheless,
E3 was unable to obtain easily navigated matches. After the
evaluation session, E3 stated that in hindsight they could have
constricted their structure definition by ignoring certain fields
of the entries in the structure definition. To help new users



Fig. 3: Structure Matching Example. A) Log open in Tracy
with two log entries selected by the user for the Structure
Matching. B) Structure definition containing the two selected
log entries shown in a separate dialog. C) The results of
the Structure Matching, with the number of occurrences of
the structure highlighted in red. The first occurrence of this
structure is highlighted in bright green. D) Zoomed out view
showing more occurrences of the structure, numbered for the
sake of visibility.

Fig. 4: Abstraction of values through the use of a wildcard.
A) A Location field in an entry, in a structure definition,
containing lines of code in a file (i.e., code line 367). B)
Selecting the the line of code and right clicking to open
a context menu for creating a wildcard. C) The code line
substituted with a wildcard.

take full advantage of the feature we could provide access to
a help menu containing short descriptions of the actions.

SUS scores. The answers on the SUS questionnaire pro-
vided by the participants appear to be consistent with our
observations of their experience during the completion of
tasks. E1 was the most confident and did not experience any
difficulties in using the feature (SUS-score 95), while the
other two participants were unable to completely memorize all
the available actions of the feature and contemplated how to
perform certain steps (e.g., remove an entry from the structure
definition). Still E2 considers the features to be highly usable
(SUS-score 82.5), while for E3 the usability is average (67.6).
Participants provided similar answers on all but one statement.
While E1 and E2 strongly disagree with statement eight (“I
found the functionality very cumbersome to use.”), E3 agrees
with it. This contradiction may stem from the struggle of E3 to
navigate through the results of the structure matching, which
did not occur with other participants.

B. Wildcard

We contacted ten potential participants for the evaluation of
the wildcard feature. However, we held an evaluation session
with only two of them (E4, E5) as four were unavailable, three
did not respond and one declined to participate.

E4 was able to use the structure matching to reach the
source of the bug in the log. Although the structure occurred
a single time in the file, the occurrence was large (i.e., in
the log, the entries defined in the structure occurred far apart
from each other, separated by many others) and the participant
struggled to scroll through it. Furthermore, as there was only
one occurrence of the structure, the participant did not need
to use Wildcards during the structure definition. Nevertheless,
the Wildcards feature was utilized during the completion of
task M2. E4 knew that hundreds of tests were performed and



logged in the file which were irrelevant to the investigation.
By defining a structure consisting of two entries - one logging
the start of such a test and one logging the end, the participant
was able to match 417 occurrences. Wildcards were integral to
this result as each test-related entry contained several technical
values such as the identifier of the test and configuration
variables.

Furthermore, we evaluate the impact of the Structure Match-
ing and Wildcards in log analysis performed for a purpose
different than investigating software bugs. Therefore, we con-
ducted a session with a Systems Test Engineer (E5). Such
engineers do not investigate bugs, however, they analyze
event logs containing tests performed during the execution
of software. E5 did not complete tasks M1 and M2 as they
were irrelevant to the analysis performed by Systems Test
Engineers. Instead, the participant used the features to explore
an unfamiliar log and comprehend its contents. The participant
was interested in the presence of failed test cases. Hence, they
defined a structure consisting of a log entry describing the
result of a test and used the Wildcards to abstract away the
test identifier and several other technical data. By doing so
they found 3 failing tests in the log. Then, they wanted to
inspect the entries logged during the preparation of specific
tests. They defined a structure, the result of which contained
several hundred entries and was difficult to view.

Possible improvements. One apparent limitation of our fea-
tures is that occurrences of structures could contain tens or
hundreds of entries. In some cases, users are interested only
in the entries that they used when defining the structure and
the entries logged in between are of no interest. Therefore,
improving the visualization of the Structure Matching results
would improve the impact and the user experience of the
features. Participants have also suggested combining the struc-
ture matching feature with other Tracy functionalities such
as searching and filtering. One advantage of this combination
would be to use structure matching to locate all parts of the
log relevant to an investigation and then use the text search
and filter to further analyze these parts.

SUS Scores. Participants E4 and E5 chose the same or
similar answers when answering the SUS questionnaire on all
statements but one. While E5 strongly agrees that the feature is
easy to use, E4 disagrees. This disagreement may be caused by
the difficulty of E4 in comprehending the different constraints
on the distances between entries in the structure definition.
The SUS score for E4 is 70 and the one for E5 is 80.

C. Summary of Evaluation Results

Through the evaluations, we have observed that participants
were able to utilize the proposed functionality to encode their
domain knowledge of structures during the analysis of logs.
The Structure Matching and Wildcard features could be used
to complete tasks related to both planned use cases - encoding
knowledge of structures relevant to an investigation and struc-
tures containing unimportant entries or “noise”. Furthermore,
participants displayed enthusiasm towards the features and
indicated an interest in using them in their current practice.

These emotions were reflected in the resulting scores of the
SUS questionnaire, which indicate above-average usability.

The impact of the features, however, is limited by the knowl-
edge of the users. Therefore, the features may prove most
useful on logs produced by software with which engineers are
experienced. We briefly explored the use of the features in
the context of an analysis performed for a purpose other than
bug investigation (i.e., analyzing system test cases) and we
observed that the features could be used in a different context.
These observations, however, must be further investigated and
confirmed and are an interesting topic for future work.

Finally, we identified a significant limitation of the imple-
mented features in the visualization of the results. Specifically,
matched structures can contain large numbers of log entries
which hinders the value of such results with no way to
easily navigate or through them. Addressing such visualization
challenges can provide another topic for future work.

VI. THREATS TO VALIDITY

To discuss these threats to validity and our mitigation deci-
sions we use the framework of Runeson and Höst [51] based
the well-established threats to validity framework of Shadish,
Cook, and Campbell [52]. We recognize the debate across
various scientific disciplines regarding trade-offs in research
study design and the associated threats to validity [53]–[55].
However, in the absence of a widely accepted alternative, we
continue to use the framework of Runeson and Höst [51],
while acknowledging its limitations [56], [57].

Construct validity reflects threats concerning the relation
between the theoretical concepts (i.e., constructs) under study
and the final observations. One such threat is that participants
might hold certain associations of the concept of structure,
as investigated in this work, to certain patterns or sequences.
To mitigate this risk, we masked the concept of a structure by
excluding questions about it during our exploratory interviews.
Instead, we posed questions about the workflow steps taken
during log analysis as well as the used information, to observe
what structures are inherently present in logs and the domain
knowledge of which is utilized by participants.

Internal validity reflects threats concerning the choices
made throughout this work and the effects on the outcome.
One possible risk is that participants in our interview study
might have misunderstood the questions. To mitigate this
threat, we conducted a pilot interview and modified the selec-
tion of questions used for the following interviews accordingly.
Additionally, participants could hesitate to share current log
analysis challenges or difficulties with the tooling due to
various reasons. We reduce this risk by guaranteeing absolute
anonymity to our participants and explaining data privacy
rights. Finally, we conducted member-checking by providing
the transcripts to the interview participants for feedback.

To reduce the risk of implementation errors, we adhered
to best practices for the chosen programming language and
framework, utilized widely-used software libraries and our
implementation was code reviewed by two software developers
working on Tracy.



Lastly, to reduce the risk of social desirability bias [50],
we avoided explaining to evaluation participants that we had
developed the features. We further employed a standardized
questionnaire to avoid the acquiescence bias. Another possible
threat is reactivity [58]. To prevent this threat, we explained
to each participant that their performance is irrelevant and
similarly to the interview study we guaranteed full anonymity.
Finally, participants used our features on logs which they had
previously analyzed, therefore, there is a risk that the features
could produce different results on unfamiliar logs.

External validity reflects threats related to the generaliz-
ability of the study findings beyond the scope of this work. For
our exploratory interviews and our evaluations, we employed
convenience sampling when recruiting participants. We expect
that the knowledge, experience, and challenges of our partic-
ipants are representative, as Philips IGTS is representative of
a large-scale software development company where complex
software systems and services are developed. Nevertheless,
due to the concentrated scope of our investigation and the
small number of participants, we cannot generalize our find-
ings. Further confirmation studies need to be conducted in
different environments to corroborate our findings.

An additional threat concerns the contents and format of
event logs and functional traces. While different formats of
logs are used in Philips IGTS, in different environments, the
log contents may be significantly different. Hence, there is no
guarantee that knowledge about inherent structures could be
exploited in the same manner as in this work.

VII. CONCLUSION

This work explores how to encode and use domain knowl-
edge of logs in a visual and interactive way to support log
analysis. Previous works propose various tools and techniques
for using patterns and visualizing logs, but engineers com-
monly rely on unspecialized tools, such as text editors or over-
specialized tools such as scripts which are most commonly
tailored to a single engineer. To understand why and to learn
what structures are present in software logs and how they are
used, we conducted an interview study with eight engineers
from Philips IGTS. We found that they use the concept of
structures in their log analysis, however available tools do not
support the active use of this knowledge well.

We identified two types of structures that experienced
engineers recognize. The knowledge about such structures can
be beneficial during analysis. Nevertheless, the utilization of
this knowledge was limited due to the varying availability and
use of tools.

Based on these findings, we implemented two features that
enable engineers to define structures and find their occurrences
in logs. We emphasized the ease of use and interactivity of the
features to encourage their adoption. We evaluated each feature
with several participants to assess its impact and usability.

The participants were able to encode their knowledge of
structures successfully and use our features to facilitate the
investigation of software issues. However, we also discovered
some limitations of the features. The usefulness of the features

depends on the experience and knowledge of the users and
may not be helpful for analyzing unfamiliar logs. Furthermore,
visualization of structure occurrences containing many log
entries may be hard to navigate. Despite these limitations, our
solution received above-average ratings for usability from the
evaluation participants.

Our evaluation suggests that our features help developers
explicitly use their domain knowledge about logs. As Tracy is
an open-source platform, these features can be widely used,
and further investigated and developed. Our findings pave the
way to design the next generation of tools aimed at narrow-
ing the gap between industry and academia, facilitating the
application of advanced log analysis approaches in industry.
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